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Script 1: get_maps.py

This script retrieves the map of sequence tagged sites (useful for microsatellite markers) from the HapMap Project.

This script also retrieves dbSNP build 124 from the HapMap Project. Note that this file is quite large, and takes hours to load into memory. For this reason, this part of the code is currently commented out.

This script only needs to be run once, because copies of the files are cached locally.

Script 2: get_coordinates.py

This script finds genomic coordinates for markers. It requires two input file: 1) the map file retrieved in step 1, and 2) a user-defined list of markers. The script recognizes all marker aliases and synonyms.

It returns two output files. The file called ‘coordinates.txt’ contains, for each marker, a numerical handle (used in later files), the chromosome, and the start and stop coordinates (in bp). If a marker is not found, NA is returned. The file called ‘ranges.txt’ contains, for each marker, the numerical handle, the chromosome, and start and stop coordinates defining a range centered on the marker, using either a user-defined offset or a default offset of ± 10 Mbp (which corresponds to ~ ± 10 centiMorgans).

The user is strongly advised to inspect the ranges to make sure there is no overlap, lest genetic elements be double-counted.

Script 3: get_accessions.py

This script finds all mRNA accessions within a specified range on a given chromosome. It creates a query for the UCSC Genome Browser, and hence requires an Internet connection at runtime. Note that it parses the HTML output from the genome browser. It requires the file ‘ranges.txt’ and returns the file ‘accessions.txt.’

Script 4: get_geneids.py

This script compiles a list of all unique gene ids for all mRNA accessions. It requires the files ‘accessions.txt’ and ‘gene2accession.hs.09May06.gz.’ The latter file contains a unique listing of gene ids for Homo sapiens only. It returns the file ‘geneids.txt,’ which contains a list of all unique genes for the range defined around each marker.
Script 5: get_annotations.py

This script performs a one-to-many mapping of unique gene ids to Gene Ontology annotations. It requires the files ‘geneids.txt’ and ‘gene2go.hs.09May06.gz.’ The latter file contains the listing of all GO annotations for Homo sapiens gene ids. It returns the file ‘GOannotations.txt,’ which contains six columns: 1) the numerical handle for the original marker, 2) the gene id, 3) the GO id, 4) the evidence code, 5) the GO term, and 6) the GO sub-ontology.

Script 6: get_scores.R

This script performs all of the counting, testing, and scoring steps. It uses R (it was written under R version 2.3.1 and is fully compatible with R version 2.4.0). It requires the files ‘GOannotation.txt’, ‘expcounts.txt’, and ‘correl.txt’.

The script reads in the file ‘correl.txt’, which contains the correlation matrix of all GO terms used to describe Homo sapiens genes. Based on the terms present in ‘GOannotations.txt’, the appropriate subset of the correlation matrix is extracted. Principal components analysis is performed on the smaller correlation matrix. The number of retained components is determined using Velicer’s minimum average partial test.

The script performs filtering based on the subset of GO annotations significantly enriched as determined by a one-tailed Fisher’s exact test, corrected for multiple testing. The effective number of independent tests used in the multiple-testing correction is the number of retained components from the principal components analysis of the correlation matrix. For Fisher’s exact test, observed frequencies are determined from ‘GOannotations.txt’ and expected frequencies are read in from ‘expcounts.txt,’ which was derived from ‘gene2go.hs.09May06.txt.’

Weights for each term are determined by counting the number of marker ranges that contain at least one gene annotated with the term in question. An incidence matrix is generated as a binary matrix indicating whether a given gene is annotated by a significantly enriched GO term. Scores for all genes are calculated the product of the incidence matrix, the matrix of eigenvectors of the correlation matrix, and the vector of weights. A file containing the weights (‘adj_weights.txt’), a file containing the top-scoring genes (‘adj_genes.txt’), and a file containing all gene ids and scores (‘scores.txt’) are returned.

Script 7: get_go_names.py (optional)

This script maps GO names to GO ids. It requires ‘adj_weights.txt’ and ‘gene2go.hs.09May06.gz.’ It returns ‘adj_weights.txt’ with the GO names appended.

Script 8: get_gene_names.py (optional)

This script maps gene names and gene symbols to gene ids. It requires ‘adj_genes.txt’ and ‘gene_info.hs.09May06.gz.’ It returns ‘adj_genes.txt’ with the gene symbols and gene names appended.

Simulation scripts: Two additional scripts are provided for simulating data.

Simulation script 1: get_random_peaks.py

This script is useful for assessing the false positive rate (i.e., simulating under the null hypothesis). This script randomly samples the human genome proportional to chromosomal length. It returns ‘ranges.txt.’

Simulation script 2: get_random_term.py

This script is useful for assessing power (i.e., simulating under the alternative hypothesis). This script randomly selects a GO term, randomly selects a user-defined number of genes annotated with that term, maps those genes, and returns intervals surrounding those genes. It requires an online connection to access the UCSC Genome Browser and the files ‘expcounts.txt,’ ‘gene2go.hs.09May06.gz,’ and ‘gene_info.hs.09May06.gz.’ It returns ‘random_term.txt,’ ‘random_genes.txt’, and ‘ranges.txt.’

